
Quantum AetherDynamics Institute (QADI)

Charged Lepton Flavor Violation in QMU:
Holonomy Leakage Model for µ+ → e+γ

David W. Thomson III
Quantum AetherDynamics Institute (QADI), Alma, Illinois, USA

ORCID: 0000-0002-5830-5427

Version 1.0 – February 17, 2026

This article is published by the Quantum AetherDynamics Institute (QADI).

It develops the Aether Physics Model (APM)

https://orcid.org/0000-0002-5830-5427


3 OBSERVABLE 1

Abstract

We formulate a QMU-first description of charged lepton flavor violation (CLFV), focusing
on the radiative decay µ+ → e+γ. In the Aether Physics Model (APM), leptons correspond
to distinct packing/holonomy sectors of the Aether-unit lattice. CLFV is therefore modeled
as holonomy leakage: a controlled mismatch between sector connections under the 5D-to-4D
projection. We define a dimensionless leakage invariant εµe as a normalized closed-path integral
of the inter-sector defect one-form, and write the branching ratio as a dimensionless function of
εµe constrained by topology and selection rules. The MEG II null limit is interpreted as a direct
bound on εµe, without importing SI field narratives.

Keywords: QMU; APM; CLFV; lepton packing; holonomy leakage; µ → eγ; precision null bounds

1 Introduction

Institutional attribution follows the QADI citation guide Thomson III [2025]. Because the observable
is a branching ratio, µ → eγ is a clean target for ledger-first physics: the experimental constraint
is already dimensionless and can be compared directly to a QMU holonomy prediction. MEG II
reports a full-dataset search with a strong null constraint MEG II Collaboration [2025].

2 Ledger Closure Check

Au curl = Fq
2 λC

2. (1)

Ledger Closure Check This paper uses a ledger-first workflow. Before introducing any channel
model, we verify a minimal dimensional/structural identity (the Ledger Closure Check) that anchors
the QMU system used throughout. The check confirms that the Aether-unit normalization and the
electromagnetic propagation constant are mutually consistent inside the QMU ledger: the product
of the Aether rotational unit and the torsional curl unit reproduces the squared propagation scale.
Concretely, Ledger One states Au · curl = Fq

2λC
2. Using the APM correspondence FqλC = c,

this may be recognized as Au · curl = c2, i.e. the same propagation constant that in SI is written
c2 = 1/(µ0ε0). The point of including this check is not to import SI dynamics, but to certify that
the ledger’s base units and their geometric decomposition are internally closed before we interpret
any experimental bound (such as a branching ratio) as a constraint on a QMU-defined holonomy
invariant.

3 Observable

Define the branching ratio

Bµeγ := Γ(µ+ → e+γ)
Γ(µ+ → e+νν̄) . (2)
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4 Aether-unit origin of lepton flavor sectors

4.1 Same-charge sheet, different packing class

In the APM, sheet polarity is determined by electrostatic sign: positive charged leptons occupy
the positive sheet, and negative charged leptons occupy the negative sheet of the Aether-unit
double-sphere. Thus, for the radiative decay µ+ → e+γ, both the initial and final charged leptons
are supported on the same electrostatic sheet. Charged-lepton flavor is therefore not a sheet-switch;
it is a change of packing class (a distinct chronovibrational/holonomy sector) on the same sheet.

We represent the electron and muon packings by sector labels e and µ and their corresponding
sector connections ωe and ωµ. CLFV corresponds to the existence of a leakage channel between
these sectors under the 5D-to-4D projection.

4.2 Chronovibrational closure and the need for radiation

A lepton packing class is defined by the closed 5D chronovibrational cycle (forward-time plus
backward-time) and its 4D observable projection on the forward-time leg. A change of packing class
on the forward-time leg must be accompanied by a compensating adjustment so that the 5D ledger
still closes on the full cycle. In a radiative transition, the emitted photon is the observable carrier of
that adjustment; in QMU terms it is the propagating Aether mode characterized by the scale FqλC

and a discrete emission geometry.

Accordingly, µ+ → e+γ is interpreted as: (i) a sector change µ → e driven by a nonzero leakage
invariant, and (ii) a radiative Aether reclosure that restores the full-cycle ledger closure.

4.3 Selection rule statement

If the sector connections are exactly orthogonal under the 5D→4D projection (no admissible leakage),
then δωµe is exact and εµe = 0, implying Bµeγ = 0 in the present model. A nonzero branching
ratio therefore signals a specific geometric permission: a nontrivial inter-sector defect that survives
domain pairing and projection.

5 Holonomy leakage invariant

5.1 Sector connections and defect one-form

Let ωµ and ωe denote the effective connection one-forms for the muon and electron packing sectors,
including their 5D transport and 4D projection. Define the inter-sector defect

δωµe := ωµ − ωe. (3)

The dimensionless leakage invariant is the normalized closed-path integral

εµe := 1
2π

∮
γµ

δωµe. (4)

Exact sector orthogonality implies εµe = 0.
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5.2 Smooth-plus-jump decomposition

Decompose
εµe = 1

2π

∮
δωµe,sm + 1

2π
∑

j

∆φ(µe)
j , (5)

where ∆φ(µe)
j are discrete mixing jumps at packing-domain boundaries.

6 Branching ratio as a QMU dimensionless function

The radiative channel couples to the Aether propagation scale FqλC while flavor change is governed
by εµe. To leading order, write

Bµeγ = Kµeγ ε
2
µe, (6)

where Kµeγ is a dimensionless geometry factor fixed by emission geometry and selection rules. A
refinement is an α-ordered structure

εµe = u1 α
p + u2 α

p+1 + · · · , (7)

with p fixed by whether mixing occurs via discrete boundary jumps or smooth coupling.

7 Constraint from experiment

From MEG II MEG II Collaboration [2025], let Bmax
µeγ denote the reported upper limit. Then (6)

implies

|εµe| <
√

Bmax
µeγ

Kµeγ
. (8)

Once Kµeγ is derived, the experiment becomes a direct quantitative constraint on holonomy leakage.

Numerical “10−13” anchor and the role of an explicit α in Kµeγ. MEG II reports Bmax
µeγ = 3.1×

10−13 (90% C.L.) MEG II Collaboration [2025]. The inferred εµe depends sensitively on whether the
radiative readout coefficient is genuinely order-unity or carries an explicit α-suppression. If Kµeγ ∼ 1,
then |εµe| ≲

√
3.1 × 10−13 ≈ 5.6 × 10−7. If instead the later geometric derivation (e.g. the explicit

α in Eq. (47)) implies Kµeγ ∼ α (with α ≃ 1/137), then |εµe| ≲
√

(3.1 × 10−13)/α ≈ 6.5 × 10−6.
This is not a cosmetic change: it shifts the inferred leakage scale by about an order of magnitude
and should be kept explicit when quoting intermediate εµe benchmarks.

8 Multiple CLFV channels and QMU correlations

The same leakage invariant εµe controls the three “golden” muon CLFV channels: µ+ → e+γ,
µ+ → e+e−e+, and coherent µ−N → e−N conversion. We model each channel as a dimensionless
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geometry functional of εµe:

Bµeγ = Kµeγ ε
2
µe, (9)

Bµ3e = Kµ3e ε
2
µe, (10)

R(N)
µe := Γ(µ−N → e−N)

Γ(µ−N → νN ′) = K(N)
µe ε2

µe. (11)

The constants Kµeγ , Kµ3e, and K
(N)
µe are not free fit parameters in the APM program: they are to

be derived from emission/absorption geometry, domain stitching, and nuclear (packing) response.
Equations (9)–(11) imply an immediate, testable correlation:

Bµ3e

Bµeγ
= Kµ3e

Kµeγ
,

R
(N)
µe

Bµeγ
= K

(N)
µe

Kµeγ
. (12)

Thus, once K-ratios are computed, a single measured (or bounded) channel predicts the others.

9 Experimental bounds and near-term sensitivity targets

The experimental landscape provides three complementary constraints on εµe.

Radiative decay. MEG II reports the current most stringent upper limit on µ+ → e+γ at 90%
C.L. MEG II Collaboration [2025]. This bounds |εµe| through (9) once Kµeγ is fixed.

Three-body decay. The historical SINDRUM bound on µ+ → e+e−e+ remains a strong con-
straint Bellgardt et al. [1988], while Mu3e Phase-I is designed to improve sensitivity by roughly
three orders of magnitude and directly probes Bµ3e at the 10−15 scale Blondel et al. [2021], Mu3e
Collaboration [2025].

Coherent conversion. SINDRUM II provides the current conversion limit in muonic gold Bertl
et al. [2006]. Next-generation conversion experiments aim for ∼ 10−15 to 10−17 sensitivity, notably
COMET (Phase-I and Phase-II) COMET Collaboration [2020], Aoki [2025] and Mu2e Run I
projections Mu2e Collaboration [2023].

10 Predictions, discriminators, and next derivation milestones

The QMU/holonomy framing yields concrete claims that can be falsified by multi-channel data.

10.1 Predictions

(P1) Single invariant controls all muon CLFV channels. If CLFV is holonomy leakage
between packing sectors, then εµe is the common control parameter and channel differences are
entirely geometric through the K-factors (9)–(11).

(P2) Vanishing by exactness unless obstruction. If the inter-sector defect δωµe is exact on all
packing domains and cancels under domain pairing, then εµe = 0 identically. Any positive signal
implies a specific nontrivial obstruction in domain stitching (a cohomology class of boundary jumps)
rather than a continuously tunable coupling.
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(P3) Discrete spectrum of admissible leakage. When obstruction classes exist, the leakage
integral admits a discrete spectrum εµe ∈ {n ε0} for an integer n set by the allowed boundary jump
quanta. This predicts that future positive signals should cluster at discrete levels rather than scan
continuously across parameter space.

(P4) Channel ratios are sharp discriminators. The ratios (12) are the high-leverage outputs:
the theory lives or dies on whether one K-ratio fits all observed (or bounded) channels without
re-tuning.

10.2 Experimental discriminators

(E1) Three-channel closure test. Use Bµeγ to infer ε2
µe via (9) and predict Bµ3e and R

(N)
µe via

(12). A mismatch indicates that the leakage picture is incomplete or that multiple independent
invariants are required.

(E2) Nuclear target dependence. In conversion, K(N)
µe depends on nuclear packing response

rather than arbitrary effective operators. A clear, target-dependent scaling across Al, Ti, Au targets
would directly constrain the APM nuclear packing model.

(E3) Polarization and angular correlations. For µ+ → e+γ and µ+ → e+e−e+, polarization
and angular observables test whether the leakage is dominated by smooth defect transport or
discrete boundary jumps (different symmetry signatures).

10.3 Next derivation milestones

Milestone M1 (define the sector connections). Construct ωe and ωµ explicitly from
Aether-unit packing on the appropriate electrostatic sheet, including chronovibrational closure
and the 5D→4D projection map.

Milestone M2 (exactness vs obstruction). Prove which parts of δωµe are exact on domains
and classify the allowed boundary jump quanta ∆φ(µe)

j . This fixes whether εµe is forced to zero
or admits a discrete spectrum.

Milestone M3 (verify the p = 2 commitment through explicit seam-summation).
Derive the seam-orientation signs and chirality pairing rules induced by the Aether-unit loxo-
drome geometry on the electrostatic sheet, evaluate the fundamental cycle sums explicitly, and
demonstrate cancellation of the α1 contribution on the committed symmetric branch (so the
leading nonvanishing order is p = 2), while identifying the admissible τµe classes compatible with
that cancellation.

Milestone M4 (compute K-factors). Derive Kµeγ from radiative emission geometry on the
Aether lattice, derive Kµ3e from the three-body domain topology, and derive K(N)

µe from nuclear
packing response.

Milestone M5 (publish a falsifiable channel-ratio table). Produce a table of predicted
Bµ3e/Bµeγ and R

(N)
µe /Bµeγ for standard targets (Al, Ti, Au). This is the shortest path to

experimental falsification.
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11 Milestone M1: explicit construction of the flavor-sector con-
nections

This section implements Milestone M1 by defining the flavor-sector connections ωe and ωµ directly
on the Aether-unit geometry, in the same holonomy language used for the EDM paper Thomson
[2026].

11.1 Electrostatic sheet assignment and chronovibrational cycle

Charged-lepton flavor change is not a switch of electrostatic sheet. Both e+ and µ+ inhabit the
positive electrostatic sheet of the Aether unit (the sheet shared with the proton and positron), so
CLFV is modeled as a change of packing class on a fixed sheet. As in APM chronovibration, the
full action closes on the 5D out-and-back cycle

Γ := γ+ ∪ γ−,

while 4D metrology samples only the forward-time leg γ+.

11.2 Sector connections from packing class

Let ω5 denote the intrinsic 5D transport connection on the Aether unit. The flavor sectors are
modeled by restricting ω5 to packing-class subbundles on the same electrostatic sheet. Write

ωe := ω5
∣∣
Pack(e), ωµ := ω5

∣∣
Pack(µ). (13)

Let Π denote the 4D projection map induced by the 5D→4D holonomy (chronovibration plus
observation restriction). Define the corresponding projected connections

ω(4)
e := Πωe, ω(4)

µ := Πωµ. (14)

11.3 Observable defect and the leakage invariant

Define the flavor defect one-form along the forward-time transport by

δωµe := γ∗
+ω

(4)
µ − γ∗

+ω
(4)
e . (15)

This is the observable difference between muon and electron transport on the same sheet after 4D
projection. The corresponding dimensionless leakage invariant used throughout this paper is

εµe := 1
2π

∮
γ+
δωµe. (16)

Because the full 5D action closes on Γ, any part of ωµ − ωe that lives purely on the backward-time
leg may contribute to 5D closure without appearing in εµe; this is the precise mechanism by which
a 4D observer can register a nontrivial “leakage” while the 5D ledger remains closed.
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11.4 Leading-order structure and the role of CCF-controlled mixing

To pin the leading order of εµe, decompose the packing-class dependence of ω into a sheet-baseline
plus packing corrections:

ωf = ω(0) + αω
(1)
f + α2ω

(2)
f + · · · , f ∈ {e, µ}, (17)

where ω(0) is the common positive-sheet baseline and the ω(k)
f encode packing-class structure. The

appearance of α is not a legacy convention: in the APM/QMU program, inter-sector mixing is
mediated by the charge-basis conversion structure (CCF), and the minimal admissible mixing order
is therefore α1 unless a symmetry forces cancellation.

Substituting (17) into (15) yields

δωµe = αγ∗
+Π(ω(1)

µ − ω(1)
e ) + α2 γ∗

+Π(ω(2)
µ − ω(2)

e ) + · · · , (18)

so the leading order obeys the rule

εµe = α ε(1)
µe + α2ε(2)

µe + · · · , ε(1)
µe = 1

2π

∮
γ+
γ∗

+Π(ω(1)
µ − ω(1)

e ), (19)

and the minimal power is p = 1 unless ε(1)
µe = 0 by packing symmetry (forcing p ≥ 2).

11.5 Exactness on domains and boundary-jump representation

On a domain decomposition {Di} of the positive sheet, suppose the leading projected difference is
exact:

Π(ω(1)
µ − ω(1)

e )
∣∣
Di

= dψ
(1)
i . (20)

Then the loop integral reduces to stitching mismatches across domain boundaries:

ε(1)
µe = 1

2π
∑

j

∆φ(µe)
j , ∆φ(µe)

j := ψ
(1)
i(j) − ψ

(1)
k(j) on boundary j. (21)

This exhibits the same structural fork as the EDM problem: either the boundary cocycle is trivial
(forcing εµe = 0), or a nontrivial obstruction class exists and εµe is quantized by admissible jump
quanta ∆φ(µe)

j . In the channel-ratio program, this is the most direct path to falsification: once εµe

is fixed by geometry/topology, all channel rates follow from the K-factors in the earlier sections.

12 Milestone M2: exactness vs obstruction on the positive elec-
trostatic sheet

This section implements Milestone M2 by making the “exactness vs obstruction” fork in εµe explicit
as a domain-stitching problem on the positive electrostatic sheet shared by e+, µ+, the proton, and
the positron. The goal is to reduce the leading-order leakage invariant ε(1)

µe to either: (i) an exact
form that cancels globally (forcing εµe = 0), or (ii) a quantized boundary-jump cocycle (admitting a
discrete spectrum for εµe).
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12.1 Positive-sheet domain decomposition and adjacency graph

We adopt the minimal decomposition already used in the EDM program: an octant partition of the
relevant sheet into N = 8 simply connected domains {Di}8

i=1 paired by antipodal correspondence.
Domain boundaries are taken to be intrinsic seams on the sheet (great-circle meridians/equator
in the simplest gauge), so the decomposition is geometric rather than coordinate-dependent. The
domain adjacency graph G has vertices Di and edges eij for each shared boundary segment.

12.2 Local exactness and boundary phase jumps

At leading order p = 1, define the projected defect one-form

δω(1)
µe := γ∗

+Π
(
ω(1)

µ − ω(1)
e

)
,

so that ε(1)
µe = (2π)−1 ∮

γ+
δω

(1)
µe . Assume that on each domain Di the defect is locally exact:

δω(1)
µe

∣∣
Di

= dψi, (22)

for some scalar phase potential ψi. Then all nontrivial contributions come from stitching across
boundaries. For an oriented edge eij (a boundary segment shared by Di and Dj), define the boundary
jump

∆φ(µe)
ij := ψi

∣∣
eij

− ψj

∣∣
eij
. (23)

These ∆φ(µe)
ij form a 1-cochain on G. If there exists a global choice of {ψi} that makes all boundary

jumps cancel on every closed walk in G, then the cochain is a coboundary and the global holonomy
vanishes:

ε(1)
µe = 0.

Otherwise, the cochain defines a nontrivial cohomology class and ε
(1)
µe is controlled by an integer

obstruction.

12.3 Obstruction index and quantized leakage spectrum

Let C be a fundamental cycle in the adjacency graph that links the transport path γ+ (equivalently,
a minimal closed boundary-walk that cannot be contracted without crossing a defect seam). Define
the obstruction index

τµe := 1
2π

∑
eij∈C

∆φ(µe)
ij ∈ Z. (24)

In the absence of a packing obstruction, antipodal pairing and chronovibrational closure force
τµe = 0. A nonzero τµe corresponds to an unpaired “flavor-twist” defect line (a stitching singularity)
that prevents a globally consistent phase choice across domains.

To remain consistent with the CCF-controlled leakage hypothesis, we parameterize admissible
boundary jumps by a quantized increment with αp suppression:

∆φ(µe)
ij = σij

2π
N
αp, σij ∈ Z, N = 8. (25)
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Substituting (25) into (24) yields the discrete spectrum

εµe = αp τµe

8 , τµe ∈ Z, (26)

with the leading order p fixed by the first nonvanishing term in (19). Equation (26) is the CLFV
analogue of the EDM obstruction spectrum: CLFV is either forbidden by exact geometric neutrality
(τµe ≡ 0) or quantized by an admissible obstruction class.

12.4 Physical interpretation in APM language

The integer τµe counts net unpaired packing mismatch between the µ+ and e+ classes on the same
positive electrostatic sheet. Operationally, it measures the amount of flavor-sector phase that cannot
be removed by local gauge choices on domains. In the chronovibrational picture, this corresponds
to a discrete mismatch in the way the µ+ packing closes over the full 5D cycle compared to the e+

packing, while remaining invisible as a direct 4D dynamical trajectory difference.

12.5 Immediate falsification logic

Once εµe is fixed by (26), the channel system in the earlier sections becomes a closed experimental
web:

Bµeγ = Kµeγε
2
µe, Bµ3e = Kµ3eε

2
µe, R(N)

µe = K(N)
µe ε2

µe.

Thus (i) a single positive observation in any channel fixes |εµe| and constrains (p, τµe); (ii) null results
bound the smallest admissible |τµe| for each allowed p; and (iii) the ratios Bµ3e/Bµeγ = Kµ3e/Kµeγ

and R
(N)
µe /Bµeγ = K

(N)
µe /Kµeγ test the K-factor geometry independently of εµe.

13 Milestone M2.5: fundamental cycles, chronovibrational pairing,
and when τµe can be nonzero

This step makes the obstruction index τµe operational by choosing explicit fundamental cycles on
the positive-sheet domain adjacency graph and stating the cancellation rules implied by two-sheet
chronovibration.

13.1 A concrete fundamental cycle on the positive sheet

In theN = 8 octant taxonomy on a sphere, label the four “equatorial” domains by DE,1,DE,2,DE,3,DE,4
in cyclic order (e.g., increasing longitude), with boundaries bk := ∂DE,k ∩ ∂DE,k+1 (indices mod 4).
The equatorial fundamental cycle Ceq is the closed loop that traverses these boundaries once:

Ceq := b1 ∪ b2 ∪ b3 ∪ b4. (27)

If the leading-order projected defect is domain-exact, δω(1)
µe

∣∣
Di

= dψi, then the contribution of the
smooth interior cancels and the cycle integral reduces to the boundary jump cocycle:

ε(1)
µe (Ceq) = 1

2π

∮
Ceq

δω(1)
µe = 1

2π

4∑
k=1

∆φ(µe)(bk). (28)
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The integer obstruction τµe is therefore the (properly oriented) sum of boundary jumps on a
generating set of independent cycles {Cr} for the adjacency graph.

13.2 Chronovibrational closure constrains full-cycle sums, not forward-time
sums

On the full chronovibrational loop Γ = γ+ ∪ γ−, ledger closure requires cancellation of the total
defect (mod 2π): ∮

Γ
δωµe = 0 (mod 2π). (29)

However, 4D metrology samples only the forward-time leg γ+. Thus (29) does not force εµe =
(2π)−1 ∮

γ+
δωµe to vanish. Instead, it implies that any nonzero forward-time leakage must be

“returned” by compensating phase on the backward-time leg, which is 5D-real but 4D-invisible. This
is the same holonomy mechanism used in the EDM paper Thomson [2026].

13.3 When antipodal and chirality pairing forces τµe = 0

The Aether-unit geometry supplies additional cancellations beyond (29). In the octant model, each
equatorial domain DE,k has an antipodal partner DE,k. If the lepton packing classes for e+ and µ+

preserve antipodal pairing on the positive sheet, then boundary jumps appear in equal-and-opposite
pairs:

∆φ(µe)(bk) = − ∆φ(µe)(bk), (30)

and every fundamental cycle can be chosen so that its antipodal partner contributes the negative,
yielding τµe ≡ 0. This is the “structural-forbidden” branch: CLFV is not merely small; it is
disallowed by packing symmetry.

Consistency with the chirality papers is enforced by introducing a seam-handedness sign η(b) ∈ {±1}
that tracks the loxodromic orientation relative to a chosen forward-time tangent. The minimal
chirality-consistent jump law is

∆φ(µe)(b) = η(b)σ(b) 2π
N
αp, σ(b) ∈ Z, (31)

so a chirality-balanced seam population (equal weights of η = +1 and η = −1 around each generator
cycle) forces the oriented sum in (28) to vanish.

13.4 Pinned outcome: p = 2 as a ledger-clean requirement

In the octant-symmetric, antipodally paired Aether-unit geometry, the cancellation of the leading-
order cycle sum (38) is not merely a geometric possibility; it is a structural requirement for the
lepton flavor sectors to remain “ledger-clean” on the forward-time leg.

By committing to this symmetric branch, we explicitly fix the leading nonvanishing suppression
order to:

p = 2. (32)

This choice eliminates the p = 1 “defect-line” branch from the primary model, asserting that Charged
Lepton Flavor Violation is governed by a higher-order holonomy mismatch.
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Because the radiative readout coefficient carries an explicit α in Eq. (47), the radiative branching
ratio scales as

B(µ → eγ) ∝ Kµeγ ε
2
µe ∼ α1+2p = α5 (on the pinned p = 2 branch).

With the quantized leakage form εµe = α2τµe/N and N = 8, the natural τµe = 1 scale gives
Bµeγ ∼ α5/64 ≈ 3 × 10−13, i.e. directly at the current MEG II bound. This makes the theory highly
falsifiable: a near-term positive signal at or above the present bound would favor the τµe = 1 sector,
while a strong downward revision would push the allowed obstruction spectrum toward τµe = 0
(forbidden) or require additional geometric suppression in Fγ .

13.5 Consistency with the obstruction index τµe

Under the p = 2 commitment, the universal leakage amplitude used in the subsequent multi-channel
analysis is pinned to the discrete form:

εµe = α2 τµe

N
, N = 8, (33)

where τµe remains an integer obstruction index. This ensures that while the leakage is heavily
suppressed, it remains quantized by the topology of the inter-sector connections.

14 Milestone M3: seam-orientation rule, leading-order cancella-
tion, and the value of p

This section implements Milestone M3 by deriving the seam-orientation signs that enter the boundary-
jump sum and by evaluating the fundamental cycle generators introduced in Milestone M2.5. The
result is a concrete rule for whether the α1 contribution cancels (forcing p ≥ 2) or survives (so
p = 1).

14.1 Seam orientation sign from loxodrome geometry

Let b be an oriented domain boundary (a seam) on the positive electrostatic sheet, traversed in
the forward-time direction. Let tb be the unit tangent along b (chosen to follow the forward-time
transport orientation), and let nb be the unit normal in the sheet pointing from the “left” domain to
the “right” domain under that orientation. Let ŝ denote the spin axis of the prepared muon/electron
state.

Define the seam orientation sign

η(b) := sgn
(
(tb × nb) · ŝ

)
∈ {+1,−1}. (34)

This is the minimal chirality-consistent sign: it is a pseudoscalar on the sheet (changes sign under
parity reversal) and it flips under reversal of the seam orientation. In the Aether-unit picture, η(b)
is fixed by the handedness of the loxodromic transport pattern relative to ŝ and is therefore not an
adjustable fit choice.
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14.2 Boundary-jump ansatz with seam signs

At leading admissible order, write the CP-even inter-sector seam jump as

∆φ(µe)(b) = η(b)σ(b) 2π
N
αp, σ(b) ∈ Z, (35)

where N = 8 is the octant-domain count on the sheet. The integer σ(b) is the quantized jump
multiplicity permitted on that seam by packing rules. Equation (35) is the CLFV analogue of the
CP-odd seam law used in the EDM paper Thomson [2026], except here the leakage is flavor-sector
(packing-class) rather than CP-odd.

14.3 Cycle evaluation: when the α1 term must cancel

Let Ceq be the equatorial 4-seam generator cycle introduced in Milestone M2.5, consisting of seams
b1, b2, b3, b4 in cyclic order. The leading boundary contribution to the leakage is

εµe

∣∣
jumps = 1

2π
∑

b∈Ceq

∆φ(µe)(b) = αp 1
N

4∑
k=1

η(bk)σ(bk). (36)

Geometric alternation on a symmetric equatorial cycle. On a loxodromic transport pattern
that is symmetric under quarter-turn rotation about ŝ, the ordered pair (tb,nb) rotates by π/2 from
seam to seam around Ceq. This flips the pseudoscalar (tb × nb) · ŝ on alternating seams, giving the
generic alternation

η(b1), η(b2), η(b3), η(b4) = (+1,−1,+1,−1) up to an overall sign convention. (37)

If the packing-class change Pack(µ) → Pack(e) preserves seam multiplicities on the equatorial
generator (the symmetric branch σ(b1) = σ(b2) = σ(b3) = σ(b4)), then (37) implies

4∑
k=1

η(bk)σ(bk) = 0 ⇒ ε(1)
µe (Ceq) = 0. (38)

Therefore the α1 contribution cancels on the symmetric branch, forcing p ≥ 2 (or forcing εµe = 0 if
higher orders also cancel).

14.4 How a defect line makes p = 1 admissible

A nontrivial obstruction (an unpaired seam defect line piercing the sheet) breaks the alternation
cancellation by changing the jump multiplicity σ(b) on at least one seam in the generator cycle.
The minimal nontrivial case is a single seam mismatch,

σ(b1) = σ(b3) = σ0, σ(b2) = σ0, σ(b4) = σ0 +m, (39)

with integer m ̸= 0. Substituting (37) and (39) into (36) gives

εµe

∣∣
jumps = αp 1

N

(
σ0 − σ0 + σ0 − (σ0 +m)

)
= −αp m

N
. (40)

Thus, once a defect line makes even one seam multiplicity unpaired, the leading cycle sum is
generically nonzero and the minimal admissible order is p = 1.



15 MILESTONE M4: CHANNEL COEFFICIENTS FROM SEAM GEOMETRY AND RATIO
TESTS 13

14.5 Milestone output: the practical decision rule for p

Combining the symmetric-cycle cancellation (38) with the defect-line mechanism (40), Milestone M3
yields the actionable fork:

p =

≥ 2, if seam signs alternate and seam multiplicities pair (no unpaired defect line),

1, if a defect line (or equivalent obstruction) unpairs at least one seam on a generator cycle.
(41)

This is a falsifiable statement because it maps directly into the scaling of all CLFV channels:
B ∝ ε2

µe ∝ α2p, so the difference between p = 1 and p = 2 is an α2 factor at the branching-ratio
level.

14.6 Connection to the obstruction index τµe

On the unpaired (obstructed) branch, the cycle sum defines the integer obstruction index

τµe(Ceq) :=
∑

b∈Ceq

η(b)σ(b) ∈ Z, (42)

and (36) becomes
εµe = αp τµe

N
, N = 8, (43)

consistent with Milestone M2. The Milestone M3 content is that τµe is not arbitrary: it is constrained
by loxodrome-imposed η(b) patterns and by which seams can host unpaired multiplicities under the
packing rules.

15 Milestone M4: channel coefficients from seam geometry and
ratio tests

Milestone M1–M3 isolate the single leakage control parameter εµe = (2π)−1 ∮
γ+
δωµe, with a discrete

obstruction form εµe = αpτµe/N when an unpaired seam defect exists. Milestone M4 upgrades the
framework from “one channel” to a multi-channel predictive structure by factoring each observable
CLFV rate into (i) the universal leakage amplitude εµe and (ii) a channel-specific geometric coefficient
determined by seam/packing overlap.

15.1 Universal leakage factorization

For each CLFV observable O ∈ {µ → eγ, µ → 3e, µN → eN}, write the experimentally reported
dimensionless rate as

RO = KO ε2
µe, (44)

where: (i) εµe is the same holonomy leakage invariant for all channels (Milestones M1–M3), and (ii)
KO is a purely geometric coefficient (dimensionless) encoding how a given experimental channel
probes the seam defect.

Equation (44) is the CLFV analog of the EDM mapping De2 ∝ ∆CP: the micro-geometry determines
a single leakage amplitude; different experiments read it out through different geometric “transfer
functions” KO.
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15.2 Geometric coefficients as seam-overlap functionals

Introduce a seam-localized defect density χµe on the positive sheet, supported on the boundary set
Σ :=

⋃
b, and normalized so that its cycle integral reproduces the leakage invariant:

εµe = 1
2π

∫
γ+
χµe. (45)

Each CLFV channel corresponds to a distinct readout functional of χµe.

Radiative channel. For µ → eγ, define a dimensionless radiative overlap coefficient Fγ by

Fγ := 1
2π

∫
γ+
Wγ(s)χµe(s), (46)

where Wγ is a channel weight capturing how efficiently a seam defect on the loxodrome emits a
photon mode. Then

Kµeγ = αΦ2(r) |Fγ |2, r := me

mµ
, (47)

with Φ2(r) the dimensionless two-body phase-space factor (kinematics only). The explicit α reflects
that a radiative readout must couple to the electromagnetic propagation channel (ledger-wise
Au · curl = Fq

2λC
2).

Trilepton channel. For µ → 3e, define an analogous trilepton overlap F3e by

F3e := 1
2π

∫
γ+
W3e(s)χµe(s), (48)

with channel weight W3e encoding how a seam defect sources a three-lepton final packing. Then

Kµ3e = Φ3(r) |F3e|2, (49)

with Φ3(r) the dimensionless three-body phase-space factor.

Conversion in nuclei. For coherent conversion µ−N → e−N , the readout involves an external
packing environment (the nuclear Aether lattice). Introduce a nuclear packing overlap ΠN and a
conversion overlap FN :

FN := 1
2π

∫
γ+
WN (s;N)χµe(s), K(N)

µe = ΠN |FN |2. (50)

Here WN encodes how the seam defect couples into the nuclear packing boundary conditions, while
ΠN collects coherent enhancement/suppression factors determined by nuclear packing geometry.

15.3 Ratio tests independent of the leakage amplitude

Because εµe is universal, the most robust Milestone M4 predictions are ratio predictions:

B(µ → 3e)
B(µ → eγ) = Kµ3e

Kµeγ
,

R
(N)
µe

B(µ → eγ) = K
(N)
µe

Kµeγ
. (51)

These ratios are independent of whether CLFV is suppressed by p = 1 or p ≥ 2 and independent of
the integer obstruction size τµe. They depend only on the seam/packing geometry through |Fγ |2,
|F3e|2, and ΠN |FN |2.
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15.4 Milestone output: what must be computed to close M4 numerically

Milestone M4 reduces the “numbers problem” to three QMU-native geometric computations:

1. Compute the seam defect density χµe from the explicit packing-class difference Pack(µ) →
Pack(e) on the positive sheet.

2. Specify the channel weights Wγ ,W3e,WN from the Aether-unit propagation rules (electromag-
netic readout for γ; multi-lepton packing for 3e; nuclear boundary conditions for conversion).

3. Evaluate the resulting overlap integrals (46)–(50) and the ratio constraints (51).

Once these are fixed, absolute branching-ratio predictions follow immediately from εµe (M1–M3)
and experimental normalization by the muon decay clock.

16 Milestone M5: explicit seam-weight model and first ratio esti-
mates

Milestone M4 reduced CLFV predictions to geometric coefficients KO determined by channel weights
Wγ ,W3e,WN and the packing overlap ΠN . To proceed without importing legacy operator narratives,
we adopt the minimal ledger-compatible weight model below. It is intentionally simple: it is designed
to produce falsifiable ratio predictions while remaining anchored to the Aether-unit seam picture.

16.1 Minimal weight hypotheses

We impose three hypotheses.

(H1) Seam-localized uniform defect. On the forward-time loxodromic path γ+, the inter-sector
defect density is concentrated on seam crossings and is approximately uniform across active seams:

χµe(s) ≈ χ0
∑

b∈Σ+

δb(s), Σ+ := {seams intersecting γ+}. (52)

This implies that the channel overlaps are governed primarily by the channel weights evaluated at
seam events.

(H2) Additional packing readout steps cost a factor α per step. In QMU, the electromagnetic
propagation constant is ledger-decomposed as Au · curl = Fq

2λC
2 (Ledger One). A readout that

requires an additional basis-mixing/packing translation beyond the minimal radiative readout is
suppressed by α at the amplitude level. In particular, the trilepton channel requires one additional
packing readout step relative to the radiative channel, so we set

W3e(s) ≈ αWγ(s). (53)

(H3) Nuclear conversion carries a coherent packing factor ΠN . For conversion, the nuclear
environment supplies additional boundary conditions which can coherently enhance the seam readout.
We keep this enhancement explicit as ΠN in (50) rather than fitting it into α powers, because it is a
property of macro packing.
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16.2 Closed-form ratio predictions

Under (H1)–(H2), and taking Wγ approximately constant on seam events, the overlap integrals
satisfy

|F3e|2 ≈ α2 |Fγ |2. (54)

Substituting (54) into (47)–(49) gives the first ratio estimate

B(µ → 3e)
B(µ → eγ) ≈ α

Φ3(r)
Φ2(r) . (55)

Since r = me/mµ ≪ 1, Φ3(r)/Φ2(r) is an O(1) kinematic factor, so the model predicts

B(µ → 3e)
B(µ → eγ) ∼ α, (56)

as a geometric consequence of one additional packing readout step.

For nuclear conversion, if the seam coupling is comparable in magnitude across channels (so
|FN |2 ∼ |Fγ |2), then (51) and (50) give

R
(N)
µe

B(µ → eγ) ≈ ΠN

αΦ2(r) . (57)

Thus, in this minimal model, conversion-to-radiative ratios directly measure the nuclear packing
overlap ΠN (up to the known factor αΦ2(r)).

16.3 Experimental discriminators implied by the minimal model

Equations (55)–(57) produce two immediate discriminators:

(D1) Radiative vs trilepton correlation. If µ → eγ is observed at some level, the minimal
seam-weight model predicts µ → 3e at the ∼ α fraction of that level (modulo the kinematic factor).

(D2) Target dependence as a packing observable. If coherent conversion is observed, measuring
R

(N)
µe /B(µ → eγ) across targets N probes ΠN directly; significant target variation is expected if ΠN

is a true macro packing parameter.

These predictions are independent of the obstruction integer τµe and the leading suppression order
p: they test the channel readout geometry (K-coefficients) rather than the existence/size of the
leakage amplitude.

17 Milestone M6: nuclear packing overlap model and target pre-
dictions

17.1 Definition of the nuclear packing overlap

For coherent conversion on a nucleus N , the channel coefficient K(N)
µe in Milestone M4 is controlled by

a dimensionless nuclear packing overlap ΠN that measures how strongly the lepton-sector seam defect
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density χµe couples to the nucleus-driven reciprocal-capacitance gradient on the same electrostatic
sheet. A minimal QMU-native definition is

ΠN :=

∫
χµe(r) n̂·∇Φ(N)

Q (r) d3r∫
χµe(r) n̂·∇Φ(Al)

Q (r) d3r
, (58)

so that ΠAl = 1 by construction. Here Φ(N)
Q := 1/CN is the nucleus-conditioned QMU potential

profile induced by the positive-sheet packing of Z proton sites in the Aether lattice, and n̂ is the
molecular/nuclear axis that defines the experiment’s coherent readout direction.

17.2 Aether-unit scaling model for ΠN

To convert ΠN into a falsifiable target dependence, we commit to a lowest-order packing model: (i)
the coherent driver is controlled primarily by the radial gradient magnitude near the muonic orbit
scale, (ii) the nuclear packing is approximately spherical at the coarse-grained level with effective
radius

RN ≈ r0A
1/3, (59)

and (iii) the driver magnitude scales as a charge-count times an inverse-area curvature,

∣∣∇Φ(N)
Q

∣∣ ∝ Z

R2
N

× FN , (60)

where FN ∈ (0, 1] is a dimensionless packing form factor capturing deviations from ideal spherical
closure (surface roughness, shell corrugation, and seam alignment relative to the lepton-sector defect
density). Under this model,

ΠN ≈ Z

ZAl

(
RAl
RN

)2 FN

FAl
≈ Z

ZAl

(
AAl
A

)2/3 FN

FAl
. (61)

Equation (61) is the APM/QMU replacement for “nuclear enhancement factors”: target dependence
is a direct statement about positive-sheet packing curvature and its overlap with the lepton-sector
seam pattern.

17.3 First target ranking and the lifetime trade

Mu2e and COMET both choose aluminum as the stopping target material, motivated in part by
the comparatively long muonic-atom lifetime and manageable background structure. This choice is
explicitly documented in experiment overviews and design reports. Aluminum also provides a clean
normalization point for ΠN . Mu2e Collaboration [2019], COMET Collaboration [2018]

Historical coherent-conversion limits include gold and titanium targets. Bertl et al. [2006], Teshima
et al. [2020] Within the scaling model (61) with FN ≈ FAl, the dimensionless curvature proxy
ΞN := Z/A2/3 gives the leading-order target ranking:

ΠN ≈ ΞN

ΞAl
, ΞN := Z

A2/3 . (62)

For common targets this yields approximately
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Target Z A ΠN (model)
Al 13 27 1.00
Ti 22 48 1.15
Au 79 197 1.62
Pb 82 208 1.62

Interpretation. Heavier nuclei increase the curvature proxy ΠN , but they also reduce the useful
forward-time observation window through faster capture/shorter muonic-atom lifetime, which is
one reason high-Z targets are disfavored in modern conversion searches. COMET Collaboration
[2018] In the APM/QMU picture this is a direct geometry trade: larger positive-sheet curvature
strengthens the coherent driver, while denser packing reduces the stable chronovibrational dwell
available for coherent readout.

17.4 Falsifiable target-dependence predictions

With Milestone M4, the conversion ratio factorizes as R(N)
µe = K

(N)
µe ε2

µe. Milestone M6 now commits
the leading target dependence of the channel coefficient to

K(N)
µe ∝ Π2

N × TN , (63)

where TN is a dimensionless dwell factor encoding the forward-time fraction of muonic-atom evolution
that remains inside the analysis window (set by chronovibrational stability against nuclear capture
and by the experiment timing gate). Thus, between two targets N1, N2,

R
(N1)
µe

R
(N2)
µe

≈
(ΠN1

ΠN2

)2 (
TN1

TN2

)
. (64)

Equation (64) is the key falsifier: if εµe is universal (a lepton-sector holonomy invariant), then all
target dependence must enter through ΠN and TN with a fixed exponent pattern.

Immediate experimental program. Use Al as the normalization point (Mu2e/COMET default)
and perform a controlled target swap (e.g., Al→Ti) in a platform that preserves the muon beam
phase-space. The model predicts a conversion-rate change of order ∼ (1.15)2 ≈ 1.32 from curvature
alone, modulated by TN . A strong deviation from the exponent-2 law in (63) would falsify the
seam-overlap mechanism as the dominant source of target dependence.

18 Milestone M7: temporal packing and the dwell factor TN

18.1 Why a temporal factor is mandatory in pulsed conversion experiments

Milestone M6 introduced a spatial nuclear packing overlap ΠN that controls how strongly a
given nucleus biases the µ↔e seam defect sector through ∇Φ(N)

Q . However, coherent conversion
searches are not DC experiments: they operate with a pulsed beam and an intentionally delayed
“live” (acceptance) window to suppress prompt pion-related backgrounds. Therefore the effective
conversion yield on a target N contains an unavoidable temporal packing factor that accounts for
how much of the muonic-atom population survives into the live window and remains available for
conversion.
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Let τN denote the measured mean lifetime of the muonic atom on target N , i.e. the disappearance
time for µ− in orbit including both decay-in-orbit and nuclear capture. For aluminum, Mu2e quotes
τAl ≈ 864 ns and describes a live-time window that begins about td ≈ 700 ns after each proton
pulse. Mu2e Collaboration [2019] A compendium of measured µ− lifetimes and total capture rates
across the periodic table is given by Suzuki, Measday, and Roalsvig. Suzuki et al. [1987]

18.2 Definition of the dwell factor

Assume a pulsed cycle with period Tp and a dead-time veto td after each pulse. Let the live-time
width be ∆t := Tp − td. The probability that a stopped muon on target N survives to the start
of the live window and remains present during the live interval is naturally captured by the dwell
factor

TN (td,∆t) :=
∫ td+∆t

td

1
τN

e−t/τN dt = e−td/τN

(
1 − e−∆t/τN

)
. (65)

Equation (65) is dimensionless and depends only on the ratio scales td/τN and ∆t/τN . In QMU
terms one may introduce the dimensionless lifetime τ̃N := τN Fq, but the physically relevant quantity
for pulsed conversion is the ratio structure in (65).

18.3 Representative lifetimes and the low-Z window advantage

Table 1 lists representative muonic-atom lifetimes (mean lives) for several elements commonly
discussed in conversion studies. The strong Z-dependence implies that heavy targets can suffer a
drastic reduction in TN for a fixed delayed live window, even if their spatial overlap ΠN is larger.

Target N Z τN (ns)
Al 13 864
Ti 22 330
Au 79 72.6
Pb 82 82

Table 1: Representative µ− mean lifetimes in muonic atoms. Values for Al, Ti, Au, Pb are taken
from the compendium tables in Suzuki, Measday, and Roalsvig. Suzuki et al. [1987]

18.4 Upgrade of the nuclear channel coefficient

To incorporate both spatial and temporal packing, define the effective nuclear coefficient

Π̃N := ΠN TN (td,∆t), (66)

and correspondingly replace the schematic channel factor in Milestone M4 by

K(N)
µe 7→ K̃(N)

µe := K(0)
µe Π̃N , (67)

where K(0)
µe is the target-independent lepton-sector leakage amplitude introduced earlier. This

cleanly separates: (i) what lepton holonomy leakage exists (set by QMU/APM micro-geometry),
from (ii) how a chosen target and timing program exposes it (set by ΠN and TN ).
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18.5 A falsifiable timing prediction

Holding the beam timing fixed (td,∆t), the model predicts that the relative conversion yield between
targets is governed by

YN

YAl
≈ ΠN

ΠAl

TN (td,∆t)
TAl(td,∆t)

. (68)

For Mu2e-like timing with a delayed live window beginning near 700 ns after the pulse Mu2e
Collaboration [2019], (65) immediately implies a strong suppression for targets with τN ≪ td. This
provides a direct experimental discriminator: if a future program runs otherwise identical stopping
targets with different Z (or changes only the live-window timing), the observed scaling should follow
(68) once ΠN is computed from the QMU reciprocal-capacitance gradient of each nucleus.

18.6 Experiment suggestions (QMU-first)

(1) Timing scan on a fixed target. For a single target N (e.g. Al), vary the delayed live-window
start td while holding ∆t fixed. The signal acceptance should scale as e−td/τN at leading order
(from (65)), whereas prompt backgrounds scale differently. This isolates the temporal packing piece
independently of spatial modeling.

(2) Target swap at fixed timing. Compare Al and Ti under identical beam timing. The Suzuki
tables imply τTi is substantially shorter than τAl, so TTi/TAl < 1 for Mu2e-like delayed gating even
if ΠTi > ΠAl. This explicitly tests whether enhanced spatial overlap can compensate temporal loss
as predicted by (68).

(3) Heavy-target stress test. Run a short campaign with a high-Z target (Au or Pb) under a
much earlier live-window start. The model predicts that the heavy-target penalty is dominated
by TN ; if td is moved closer to the pulse, the spatial overlap ΠN should reassert itself and heavy
targets should become relatively less suppressed. A failure of this trend would falsify the separation
Π̃N = ΠNTN .

Milestone M8 will then use Π̃N to build a single QMU “figure of merit” for target+timing programs
and to connect conversion limits back to the same holonomy leakage invariants used for µ → eγ.
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